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ABSTRACT
Support for efficient vehicle-to-vehicle communication is increasingly more important with the emergence of newer vehicles equipped
with one or more wireless interfaces. While the applications aimed
at such networks range from car-to-car chats to sharing dynamic
map data, current approaches to inter-vehicular networking have
been designed based on either node-centric or content-centric communication, but not both. The challenge for a comprehensive solution arises from the high mobility of nodes as well as the heterogeneity of contact patterns. In this paper, we propose QuickSilver,
a system architecture that meets this challenge by leveraging an intrinsic characteristic of vehicular networks - clustering. By being
aware of such clustering, Quicksilver enables a seamless integration of two networking paradigms, one for node-centric communication between members of the same cluster, the other for effective
content dissemination and exchange during short cluster-to-cluster
contacts. To achieve this goal efficiently, Quicksilver employs a
novel combination of channel management and light-weight clustering that enables detection and management of headless, multihop clusters at very low cost. Evaluation results show that Quicksilver enables close-to-optimal performance when nodes across different clusters communicate.

1.

INTRODUCTION

Vehicular networks (VANETs) turn the tables on mobile social
networks, where the devices are carrying the people instead of the
people carrying the devices. The promise of vehicular networks has
led many researchers to design systems and protocols for enabling
wireless communication between vehicles. Since it is still under
discussion what type of applications need to be supported in vehicular networks, many general solutions have been proposed based
on ad hoc [1, 2] or DTN-based [3, 4] routing. However, these solutions focus on point-to-point communication between vehicles,
which may not always be the best communication paradigm for
vehicular networks. Additionally, they overlook the dynamic characteristics of the networks, missing out on important solutions and
optimizations. On the other hand, many solutions have been proposed for more specific scenarios that focus on a vehicle’s ability to
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find an open or accessible access point [5, 6]. These solutions only
support applications that need access to the Internet and also ignore
the available networking and data resources found locally around a
given vehicle.
In reality, vehicular networks are a special form of an opportunistic social network with highly constrained mobility rules that
typically result in heavy clustering in the network [7]. The concept of clustering in vehicular networks is in no way new and it has
been used as a means for providing optimized communication in
both DTN protocols to improve forwarding decisions and in lasthop style vehicular networks to support extended connectivity to
two or more hops around an access point. However, if one looks
at clustering not as an optimization possibility, but as an intrinsic
characteristic of vehicular networks, clustering not only shapes the
network topology, but also results in a set of applications with requirements and communication patterns that are so different that
clearly they cannot be supported efficiently by a single communication paradigm.
The distinct mobility patterns and sheer scale of VANETs result in geographically wide-spread networks with unique contact
opportunities between the diverse nodes. Essentially, related and
non-related clusters of vehicles may travel together for long periods of time, briefly encountering other random nodes and clusters
that are traveling in different directions. This clustered mobility
pattern results in interesting data exchange patterns in VANETs.
Although the people in the vehicles inside a cluster may not actually know each other, they may still want to share music, videos, or
even just chat with each other because they are going in the same direction like old CB users. Since clusters are somewhat stable, intracluster communication should support these node-centric applications with relatively stable, good quality links to specific vehicles.
However, such support is no longer necessary, nor even possible,
beyond the border of a cluster. Therefore, the focus of inter-cluster
communication should not be on the endpoints of the communication but instead on supporting content-centric applications that aim
to distribute shared data, such as dynamic maps and participatory
sensor data, with many unknown nodes across the network.
To cover the whole scope of VANETs, many researchers have
classified VANETs as Delay Tolerant Networks (DTNs) with dynamic mobility models, network partitioning and the natural formation of clusters. Since energy is not a severe constraint in moving vehicles, DTN-based VANET routing solutions have focused
on supporting node-to-node communication that is robust to network partitioning and intermittent connectivity. On a large scale, it
is not clear that such node-centric support is needed when nodes are
far apart. Instead, support for geographically distributed nodes may
be better off relying on 3G- or hot-spot-based solutions. However,
content-centric applications, which rely on probabilistic dissemina-

tion of data between clusters, match well with existing DTN-based
communication. While probabilistic replication mechanism can be
used, the main challenge comes from establishing efficient intercluster communication due to the short connection times and contention for the channel caused by the clustering of vehicles. On the
local scale, clustered nodes within a smaller geographic area may
want to communicate with each other. However, in this case, simpler ad hoc-based routing solutions may be sufficient. While some
existing solutions have leveraged the natural clustering in VANETs
to optimize message delivery, they have not considered the important impact of such clustering on the application space.
While intra- and inter-cluster communication have very diverse
requirements, a complete VANET solution must support both. To
this end, we propose QuickSilver, a system architecture built around
a novel, passive cluster management mechanism that does not require the use of cluster ids or other explicit clustering mechanisms.
This clustering mechanism enables both intra-cluster networking
support for node-centric applications, as well as inter-cluster networking support for content-based applications. For the latter, nodes
within a cluster implicitly cooperate to establish as many contentionfree inter-cluster communication channels, without requiring explicit channel allocation mechanisms. The goal of QuickSilver is
the efficient the use of the available resources to guarantee that
no harmful competition over the limited channel bandwidth is engaged. Our evaluation shows that QuickSilver’s clustering mechanism can maintain good consistency for cluster memberships, despite high mobility and its distributed nature. Additionally, we
show that QuickSilver is able to establish multi-link inter-cluster
connections that perform significantly better than the existing hierarchical approaches, and in some scenarios reach 95% of the performance of an optimal, centralized solution, without incurring any
control overhead. In the rest of this paper, we discuss the challenges
of such a comprehensive solution and present the design and evaluation of QuickSilver.

communication to within a cluster. Essentially, except for scenarios where nodes follow predetermined routes (i.e., DieselNet [9]), it
is extremely unlikely to meet a specific user during an inter-cluster
contact, and even when this happens, the contacts are too rare and
short-lived to support node-centric networking.
On the other hand, content-centric applications focus on data that
lives in the network [10, 11, 12], where nodes are the relays that
spread the data through the network. This type of data is typically
spread through the network based on nodes’ interests in a particular type or class of data. For example, two nodes in one cluster in
Figure 2(b)) are expressing interest in some type of music, while
one node in the other cluster is sharing songs. If a path exists
between the content provider and the consumers, the data can be
shared among the nodes. In this case, the identity of the nodes is
completely irrelevant, only the interests they express matter. This
kind of communication can cross the boundaries of a cluster. Even
with short-lived inter-cluster connections, applications can benefit
from receiving as much data as possible from the other cluster.
Content-centric applications can also be used to collect and disseminate information about the environment [10]. The vehicles in
Figure 1(c) are equipped with a large number of sensors to collect environmental information. This information can be used to
augment a map with live data, useful for example for route planning. In this type of application, the data is shared among vehicles
that have been traveling together, and each of them is part of a distributed storage. When a cluster traveling in the opposite direction
is encountered, it is irrelevant which nodes share the information,
as long as it is transferred from one cluster to the other, where it
can be distributed to all nodes even when the cluster contact has
expired.

2.2 Cluster Contacts

The formation of clusters in vehicular networks has been observed in different scenarios. For example, the analysis of mobility
traces from 600 taxis over an 8 hour period on a working day in San
Francisco [7], showed that while 40% of the cabs were sparsely
connected, the remaining 60% were part of clusters of more than
20 vehicles, whose routes periodically intersect generating intercluster contacts. Using short to mid-range transceivers, vehicles
can communicate with each other to distances up to 200m [8].
This distance, which is certainly larger than the average distance
between vehicles in a cluster, is also likely to be shorter than the
length of the cluster itself. This implies that from a networking
point of view, clusters can be seen as partitions of the network with
a number of stable, multi-path links among their nodes.

Contact opportunities between nodes that belong to different clusters are generally short. Given two vehicles traveling on an highway in opposite directions and approaching each other at speeds
va and vb , contact is possible only while their relative distance is
smaller than the wireless coverage range R. The contact duration
in this case is Tcont = 2R/(va + vb ). Assuming a coverage range
of 200m and a speed of 15m/s for both cars, a contact between
two vehicles can last approximately 15s, a very short time for any
significant data exchange. However, cluster contact opportunities
last from when the first contact between two vehicles is possible,
until the distance between the last pair of cars becomes larger than
R. For two clusters traveling in opposite directions, with velocities va and vb , and cluster lengths La and Lb , both larger than R
(i.e., multi-hop clusters), the overall duration of the cluster contact
is Tc_cont = ⌈La /2R⌉ · Tcont , which could allow a significant
amount of data exchange among the two clusters if the communication channels are managed wisely.

2.1 Cluster-Aware Communication

2.3 Cluster Management

Given this clustering and the diversity of applications in VANETs,
many different kinds of applications may coexist, each characterized by different requirements and goals. However, these applications can be divided into two categories: node-centric and content
centric. Node-centric applications focus on providing a distinct
communication channel between two or more end hosts. For example, nodes A and B in Figure 1(a) are participating in a voice
conversation, while nodes X and Y are using a real-time instant
messaging application. To support these node-centric applications,
each node must be able to learn about about each other’s existence to be able to establish a good quality and long lived link for
bounded-delay communication, both of which limit node-centric

Understanding the network topology and its organization in clusters is necessary to define the boundaries of intra-cluster connectivity and determine which links belong to an inter-cluster contact.
Traditional cluster management approaches are the basis of communications systems such as Bluetooth or ZigBee, where clustering enables coordinated, hierarchical communication to save energy and increase security. A similar hierarchical structure, based
on the election of a cluster head (CH), has been considered in
previous research work for VANETs [13, 14, 15]. For example,
clustering can be used to coordinate medium access to avoid collisions [16] by allowing the CH to acquire information about the
cluster members and then coordinates their accesses to the share
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Figure 1: The types of communication that characterize a VANET: intra-cluster (a), inter-cluster (b), cluster-to-cluster (c)
medium using a TDMA approach. All of these types of approaches
view of clusters in VANETs as single-hop subnetworks concentrated around the cluster head. Since membership typically changes
rapidly due to the nodes’ independent mobility patterns in mobile
networks like VANETs, multi-hop clusters are typically dismissed
due to the amount of overhead required for electing a cluster head
and maintaining cluster membership information. However, the use
of multi-hop links has been proposed in VANETs without explicit
clustering. For example, CASCADE [6] is an access point-based
approach where vehicles traveling in the same direction forward
data through each other to an access point. However, approaches
like CASCADE are not able to leverage inter-cluster contacts since
they do not have any concept of a cluster.

2.4 Inter- and Intra-Cluster Routing
Given the diversity of application requirements and the dynamic
mobility in the network, routing solutions for VANETs must be
able to integrate both intra-cluster, node-based routing with bounded
delays and inter-cluster content-based routing with quick and efficient data dissemination. Traditional ad hoc routing protocols
(i.e., DSR [17], AODV[18]) can only need slight modifications to
provide the bounded delays for intra-cluster communication, but
fail dramatically to to support the opportunistic inter-cluster networking. On the other hand, store-carry-and-forward DTN protocols (i.e., Prophet [19], Spray and Focus [4]) as well as protocols specifically designed for data-centric VANET applications
(i.e., Locus [10]) are resilient to partitioning, but cannot effectively
support node-centric applications. Essentially, a one-size-fit-all protocol cannot satisfy the requirements of both intra- and inter-cluster
networking. Although protocols have been designed with one or
the other pattern in mind, it is unclear how they would or should
interact in the same system. If the two protocols compete in an uncoordinated manner to access the shared resources (i.e., available
channels and bandwidth) on a node, their combined performance
might be severely degraded. Only with a careful system design that
is aware of the network topology and cluster structure and coordinates the use of resources can the full potential of VANETs be
achieved.

3.

QUICKSILVER

While node-centric and content-centric communication in VANETs
have very different network requirements, the key feature of clusters enables a symbiotic solution. In this section, we present QuickSilver, a system architecture that leverages the clustered topology
for supporting the different types of communications in VANETs.
Cluster detection is pivotal to tracking the boundaries inside which
node-centric communications can happen. When nodes know what
other nodes are in the same cluster, they can cooperate to route
intra-cluster traffic, and at the same time concentrate their effort on
detecting inter-cluster contacts and maximize the amount of data
that is exchanged between two clusters.
To enable effective and efficient communication in VANETs, the

QuickSilver design is inspired by the following principles. First,
QuickSilver is completely distributed. No infrastructure is needed
for communication. Second, QuickSilver employs lightweight clustering, where clusters form and behave in an uncoordinated manner
without requiring a cluster ID. There are no cluster coordinators
in QuickSilver. Therefore, each node builds its own view of the
cluster, which might be partial and differ from node to node. Finally, QuickSilver supports cluster-aware communication, where
intra-cluster networking leverages the fast delivery guaranteed by
stable paths inside a cluster and inter-cluster networking manges
the cluster-to-cluster channels to opportunistically support contentcentric communication.
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Figure 2: QuickSilver system architecture

3.1 System Architecture
The general architecture of QuickSilver is shown in Figure 2.
Similar to [3], QuickSilver utilizes two radio interfaces to support
concurrent communication using orthogonal channels. QuickSilver is not tied to a specific wireless standard. It can use generic
802.11a/g/n, or the 802.11p standard designed for Digital Short
Range Communications (DSRC). This dual radio setup allows the
vehicles to maintain their intra-cluster connectivity, and at the same
time look for inter-cluster contact opportunities. However, the resource allocation policy in QuickSilver is different from that of
other clustering based approaches that prioritize intra-cluster communications by assigning more channels for it and reserving only
one channel for data exchange between clusters. Since intra-cluster
communication is typically for longer-lived connections, QuickSilver uses one radio and a fixed channel for all intra-cluster communication. Therefore intra-cluster communication is easier to manage and requires no coordination, enabling better support for nodecentric communication. Additionally, it leaves more channels available for the short-lived inter-cluster communication, increasing the
bandwidth achievable during an inter-cluster contact.
The management layer, which includes Cluster Management and
Cluster Contact components, is the heart of QuickSilver’s clustering. The goal of the cluster management component of QuickSilver is to discover neighbors with stable links, and build Cluster
Membership Lists (CML) in each node. Cluster formation is based
on the rationale that nodes traveling together in the same direction

and at similar speeds experience links that are long-lived enough to
support multi-hop path-based intra-cluster routing. Therefore, only
nodes connected through such stable links are considered members
of the same cluster.
Cluster membership is very dynamic, with continuous joins and
leaves. Keeping a consistent view of the cluster requires a mechanism to maintain an up-to-date CML in each node, and of course
this property can be satisfied only with a certain amount of overhead. The key property of efficient cluster management in such a
dynamic environment is to be light-weight. To minimize clusterwide negotiation and overhead, QuickSilver does not try to enforce
a globally consistent view on the cluster. Rather, each node forms
its own view of its cluster and maintains a CML of those it believes
to be members of its cluster.
Using the inter-cluster radio interface, the cluster contact looks
for the short-lived contacts with other clusters traveling in different
directions. The ultimate goal of QuickSilver in this respect is to
build links across the two clusters that support to the formation of
a fat pipe between the two clusters. This pipe is opportunistically
established to maximize the data exchanged between the two clusters. Independently from which nodes are transmitting, the goal
is to establish the largest pipe between the clusters and maximize
its utilization, using non-interfering ad hoc links between pairs of
nodes belonging to the two clusters.
Finally, the networking layer implements the multi-hop delivery for both intra-cluster and the inter-cluster communication. The
former only uses links established through the single-channel interface, while the latter uses both interfaces in the data path between
content providers and consumers.

3.2 Cluster Management
The construction and maintenance of CMLs in QuickSilver is
a two-step procedure: first, a node identifies its stable neighbors,
then this local topology is distributed so that each node can update
its CML with cluster members that are more than one hop apart. A
downside of this approach is that nodes in the same cluster might
temporarily have different views of the cluster memberships (i.e.,
incomplete lists or stale information, caused by recent changes in
the cluster topology), and the system must be robust to such inconsistencies. However, given the opportunistic nature of communication in VANETs, such inconsistencies should have little or no
effect.

Identifying stable neighbors
Neighbor discovery in opportunistic networks is generally supported
by beacons or simple keep-alive message. QuickSilver takes advantage of these existing neighbor discovery mechanisms for evaluating the stability of a connection to a given neighbor. Each node
broadcasts hello messages with a fixed period Th . These messages contain the source node ID, and a sequence number, incremented for each new message. If a node receives thjoin sequential
hello messages from a neighbor, it marks that neighbor as stable. If thleave periods expire without receiving a hello message
from a neighbor, the neighbor is removed from the neighborhood
table. The identification of these one-hop stable links is central to
the notion of clusters in QuickSilver.

Building the Cluster Membership List (CML)
Any node that becomes a stable neighbor of a node is immediately
inserted into the node’s CML. To identify cluster members that are
multiple hops away, each node periodically broadcasts a c_hello
message to all of its stable neighbors. The period Tc is larger than
Th . Relaying nodes attach their IDs to the message and forward

it over all stable links. Any node receiving a c_hello message
immediately puts the original sender of the message and all the
nodes that relayed the message in their CML.
Since intra-cluster routing requires the use of broadcast messages, which will be describe in Section 3.4, QuickSilver leverages
these broadcast messages to enable better and more up-to-date cluster management. When a node initiates one of these broadcasts, the
message is also used as a c_hello, and the relative timer is reset.
The relaying nodes piggyback their IDs onto the control message
but their timers are unaffected. It is important to note that the use
of adding node IDs to every broadcast message can be expensive
in large networks. However, these techniques are only used within
clusters, which are expected to be relatively small in size, and so
will not incur as much overhead as if used network-wide.
While stable neighbors are always part of the CML, destabilization of a stable neighbor does not immediately lead to its removal
from the list. The reason is that the node does not know if the
single-hop link, which has now become unstable, was the only stable path to that node. A node is removed from the CML only if
more than thc_leave cluster advertisement periods Tc pass after its
latest insertion in the set (using either c_hello or any clusterwide broadcast message).
A simple analysis gives us an upper bound for the time it takes
nodes in a cluster to reach a consistent view on cluster membership
(i.e., the CML on each node is identical). When a node joins a cluster, that node must have at least one stable link with a neighbor in
the cluster, resulting in the insertion of the new node in the CML of
its one-hop neighbors. When the proper timer on the node expires,
a c_hello message containing the new node ID is propagated
throughout the cluster and each cluster member updates their CML
accordingly. Assuming that MAC retransmission policies and the
redundancy introduced by multiple routes cancels the impact of
packet loss and that the time lapse from when a node creates a
message and one of its neighbors receives it is Ttx , the largest time
required for a new node to be present in all cluster members’ CMLs
is:
max
Tcons_join
= (thjoin · Th ) + Tc + Ttx · max (nhops ) ,

(1)

where the first term captures the time necessary to stabilize the local
link, the second is the maximum time necessary for the c_hello
timer to expire after the link is stabilized (in the worst case, the
times could have fired right before the new link is stabilized), and
the third one is the propagation time necessary for the c_hello
message to travel to the farthest node in the cluster. Similarly, the
maximum time necessary to reach a consistent view after a node
leaves the cluster is simply the timeout of a CML entry, which is:
max
Tcons_leave
= Tc · thleave .

(2)

Given these limits, to achieve a consistent view of the cluster, Tc ,
Th , thjoin and thl eave must be chosen accordingly to the cluster
dynamics. The right tradeoff between system responsiveness and
overhead must be found. Additionally, it should be noted that a
too short Th or a too low thjoin would cause short-lived links to
be erroneously considered stable. This is a worst case analysis,
and in most cases a consistent view might be reached with less
strict requirements. However, although QuickSilver’s performance
would benefit from a consistent view, the system design is robust
to inconsistencies, and the timer values and thresholds should be
chosen trying to limit the control overhead they generate.

3.3 Cluster contacts
Although there are mechanisms that can be used to establish contention free communication over shared channels, such as TDMA,

they incur significant overhead due to synchronization and coordination. The mobility of clusters poses an additional obstacle to
centralized, coordinated solutions: the connection between clusters can be maintained for the whole Tc_cont period, but the single
links that keep it alive change constantly as nodes move and change
neighbors. For this reason, QuickSilver adopts a technique that is
completely distributed and opportunistic, an alternative that does
not require control overhead.
The fat pipe between two clusters is built on Nc links, where Nc
is the number of available orthogonal channels, excluding the one
used for intra-cluster communication. Each link is locally used by a
single pair of nodes, one per contention area in a cluster, so that no
contention is necessary and the channel utilization is maximized, as
long as the nodes’ queues are not empty. These nodes are gateways
through which the traffic from their cluster members can be forwarded to the other cluster. Once they reserve the channel they are
the only nodes authorized to transmit on that channel in their coverage range. As shown in Figure 3(a), if Nc = 1 (i.e., only one channel is assigned to inter-cluster communication), when two clusters
are traveling in opposite directions like on an highway, if they overlap for a length d, a number of links NLS ∈ [⌈d/R⌉, ⌈d/2R⌉] links
can be established. When two clusters meet at a crossing, as shown
in Figure 3(b), d < R, thus only one contention free link can be
established. This is equivalent to having single hop clusters where
only the cluster head is authorized to perform inter-cluster communication [3, 14]. If Nc > 1, the number of possible links becomes
NL = Nc ·NLs for the highway scenario and NL = Nc in the crossing scenario. Building the single links involves two challenges:
first nodes must detect a contact opportunity, then they must select
an available channel and become its owners.
In all mobile scenarios, where contacts can be short lived, delay in discovery reduces the contact utilization enough to degrade
the performance. In general, two factors influence the delay in discovering a contact. The first one is energy savings mechanisms
that force the radio to sleep for long periods of time. In this case,
even if two nodes are in communication range, they must wait until
both radios are on at the same time to initiate discovery. Fortunately, QuickSilver does not require an aggressive power-saving
mode, given that the energy consumed by the radio is negligible
compared to the rest of the system when the vehicle is running.
However, QuickSilver suffers from another source of delay in contact discovery: the presence of multiple channels. For a successful
discovery, two nodes must be tuned on the same channel at the same
time. One approach to meet this requirement is the agreement on
a specific inter-cluster control channel as in [3], where all nodes
not currently part of an active link are advertising their presence.
When two nodes meet on the control channel, they exchange control packets to agree on a different channel on which they should
both switch to and communicate. This approach causes the waste
of one channel for control packets. Additionally, unless an omniscient cluster head has full knowledge of which nodes are using
which channels, as well as their interference range, there can be
no guarantee that the negotiation phase brings the two nodes to a

free channel. This challenge is amplified by the multi-hop nature
of clusters in QuickSilver.
QuickSilver takes a completely distributed approach that avoids
wasting one channel for control traffic. The principle on which
QuickSilver is based is very simple: each node channel hops following a randomized permutation of the Nc channels, sending a
disc message if the channel is free. The message contains the
node’s CML. If a node from a different cluster is on the same channel, it responds to the message and the two nodes form a intercluster link. Since consistent cluster IDs are not possible in QuickSilver’s lightweight clustering, nodes determine if they belong to
different clusters by comparing their CMLs and verifying if they
differ for a fraction larger than thCM L ∈ [0; 1].
The randomized channel hopping sequence must be carefully
chosen to guarantee that two nodes will meet on the same channel at least once within a bounded time, and that they will meet on
a free channel, if any is available. QuickSilver’s sequence generation algorithm is inspired by SSCH [20], where each node selects a
seed s ∈ [1, Nc ] and a starting channel x0 . When Nc is a prime, the
i-th element of the hopping sequence is: xi = (xi−1 +s) mod Nc .
Two nodes with a different s are guaranteed to meet on one of the
channels in at most Nc hops. However, if the channel is busy the
nodes stay silent, thus they do not discover each other despite being on the same channel. QuickSilver introduces a novel sequence
algorithm:
xi = ((xj−1 + s) mod Nc ) + k mod Nc ,
(3)
j k
where j = i mod Nc and k = Nic . This algorithm guarantees that two nodes with a different s will meet at least once on
each channel after Nc2 hops, as shown in Figure 4, so that they can
establish a link unless all channels are busy. If Nc is not prime,
the same property can be achieved by choosing a prime number
M > Nc and modifying the hopping sequence using a modulus
reduction:
xi = ((xj−1 + s) mod M ) mod Nc + k mod Nc ,
(4)
 i
where j = i mod M , k = M , and the number of hops required
for a pair of nodes to meet on each channel becomes M · Nc .
If two nodes have the same seed, and they start from a different channel, they will follow each other without ever meeting. To
prevent this from happening, SSCH introduces parity slots, but
unfortunately this requires synchronization among nodes to guarantee that the parity slots happen at the same time, which would
be impractical in a large distributed vehicular network. Since the
goal during an inter-cluster contact is just to build a link with any
node from the other cluster, missing a contact with a specific node
would not harm QuickSilver’s performance as long as there are
other nodes available in the same coverage range. Nonetheless, if
after 2M · Nc (2Nc2 when Nc is prime) hops no contact is detected
although at least one channel was found free, the node randomly
selects a new s, and continues the discovery procedure.

3.4 Networking
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Figure 3: Single-channel connection for inter-cluster contacts.

The Networking layer of QuickSilver includes two components.
The first one manages intra-cluster unicast or broadcast communication with peers in the same cluster (see Figure 2). The second
component manages the inter-cluster communication and relies on
both Cluster management and Cluster Contact.

Intra-cluster networking
Since a node’s knowledge of the cluster is locally defined by its
CML, intra-cluster unicast packets can only be sent to nodes that
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Figure 4: Channel hopping sequence for two nodes, as long as s is different the nodes will meet on every channel after Nc2 hps.
are currently in the CML of the sender node. The delivery happens
using a traditional source routing approach, such as DSR. When a
node generates a new message, it initiates an attempt to discover
a route to the destination by flooding a RREQ message within its
cluster. Relaying nodes attach their IDs to the message and propagate the broadcast. When the destination receives the message
and unicasts a RREP back to the source following the reverse path
through which the first RREQ reached it. The source node can
then unicast the data message to the destination also using source
routing. If the source node does not receive a reply in a sufficient
amount of time, it assumes that the destination is not part of its
cluster. To reduce the overhead of issuing a RREQ message after
the creation of every new message, QuickSilver aggressively uses
a route cache. To facilitate building up this cache, all messages,
both control and data, are expected to contain the list of nodes traversed. Therefore, whenever a node receives any message, it can
use the path contained in that message to build up routes to all of the
nodes that the message has traversed. To ensure freshness, routes
are timed out from the cache every after Troute seconds.
The scope of intra-cluster broadcast messages is also limited to
cluster members. The broadcast is best-effort and follows a simple
flooding algorithm, with the exception that a message is accepted
and rebroadcast only if it comes from a node that has been marked
as a stable neighbor. To avoid congestion, each node retransmits a
broadcast packet exactly once, even if the same message is received
from multiple links. A log of the broadcast messages that the node
most recently relayed insures this property.
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Figure 5: Different channels for intra and inter-cluster communication mitigate the delay for multi-hop inter-cluster delivery.

Inter-cluster networking
When any two nodes from different clusters meet, inter-cluster communication can be initiated by setting up the fat pipe described in
Section 3.2. All inter-cluster communication is multicast based on
a publish-subscribe mechanism. Nodes that are interested in receiving a certain type of data (e.g., map updates, music) advertise
in the c_hello messages. A node stores information about its
cluster member’s interests in a list similar to the CML. When two
nodes establish an inter-cluster link, they exchange their interest
lists and flood them in their cluster.
In this way, each node is informed of which cluster members
are gateways, and what kind of data they are trying to relay to the

other cluster. When the inter-cluster link stops working, the gateway informs the cluster, so that the multicast stream is stopped or
rerouted to a different gateway. It could be argued that if the links
are between nodes that are not storing information but simply act as
gateways for other nodes, the inter-cluster links might be underutilized while the gateways receive the data for the other cluster. The
choice of using a separate channel for intra-cluster communication,
as shown in Figure 5, mitigates this problem. Consider a single link
between two clusters. As shown in the single channel scenario, in
order to send a packet from node A to node Y, the packet has to
traverse three links, and only one of them can be active at the same
time to avoid collision. If instead we differentiate the channels, as
in the dual channel scenario, node B can initiate transmitting the
data as soon as it receives the first packet. Of course, node X might
still have to wait to deliver the inter-cluster traffic to the destination, but since they are in the same cluster, this can be done at a
later time. The only link that is short lived in this scenario is that
between nodes B and X and QuickSilver concentrates on ensuring
that that link is never underutilized.

4. EVALUATION
The two main components of QuickSilver are its distributed,
light-weight clustering protocol and its inter-cluster multi-link connections. These two components coexist and cooperate to efficiently support intra-cluster and inter-cluster traffic. Since the multiradio architecture and the choice of using separate channels for the
two paradigms implies that there is no harmful interaction between
the two components, we evaluated the components separately.
The goal of cluster management is to locally build a CML without the need for a cluster coordinator. However, the fully distributed
nature of QuickSilver comes at a price: when clusters are very dynamic, a node’s CML might not be accurate and the CMLs might
differ from one node to another. When a node enters a cluster, the
lack of an explicit join mechanism implies that for some time the
cluster members are not aware of the new node and cannot communicate with it. We refer to this situation as a false negative. In
the same way, when a node leaves a cluster for a transitory time its
ID remains in the CML of the other nodes, which might still try to
communicate with it, wasting resources. This is a false positive.
To evaluate the effectiveness of QuickSilver’s cluster management, we tested it in the most unclustered environment: mobile
nodes following a random way point model. Essentially, the RWP
mobility model causes a very unstable clustering compared to that
expected when mobility is constrained to road configurations. These
evaluations show the worst-case performance of QuickSilver. However, QuickSilver can take advantage of existing traffic to improve
its accuracy (i.e., when a RREQ to a node currently in the CML
fails, the node can be removed even if the timeout for its entry
did not expire yet). We evaluated the clustering mechanism using
two metrics: the ratio between false positives and the total number
of nodes in the CML per each node (FPr), and the ratio between
false negatives and the total number of nodes in the cluster (FNr).
The two metrics are computed per node at intervals equal to the
minimum duration of a stable link, and for each run the result is
an average of the metrics for all nodes over the total simulation
time. A high FPr wastes resources trying to reach nodes that are
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active during a contact, compared to the
optimal and the single channel solutions.

no longer in the cluster. However, when real traffic is present, the
lack of response to a route request can help to limit this problem.
An high FNr means an increased delay after a node joins a cluster
before every other node can initiate a peer-to-peer connection to it.
All evaluations were performed using the ONE simulator [21] in a
random mobility scenario in a 3 × 0.2Km area with two levels of
density (60 and 100 nodes) and different average speeds.
FPr and FNr respond differently to changes in node speed (see
Figure 6): FNr increases with increased speed while FPr is lower
at higher speeds. A higher node density always reduces the value
of both metrics, because nodes are on average closer and partitioning is less frequent. The reason for this behavior can be explained
with a simple example: consider a stable cluster with 10 nodes that
suddenly splits in half. Each node will have a false positive ratio
of 0.5, which is also the cluster’s average FPr until the cluster stabilizes. If instead 8 of the nodes stay together and two generate a
smaller cluster, the average FPr becomes 2 · 89 + 8 · 92 = 0, 35.
At higher speeds, in the RWP mobility model, this second scenario
is more likely to happen due to the high mobility. The tendency
of the lower mobility scenario to have smaller clusters instead of a
single large cluster and a few outliers also affects FPr. When two
clusters merge in the high mobility scenario, most of the network
is affected, while when the network is partitioned in small clusters,
only a few nodes must update their CMLs. The RWP scenario is
more representative of an urban environment, in which low speed
and high density are common factors, and in this case the low FNr
is desirable, while the RREQ mechanism mitigates the effect of a
high FPr. In high mobility scenarios, which for VANETs generally
means in highways in which the duration of a cluster membership
is longer, the large initial delay caused by a high FNr has less influence. We verified, but omit for space constraints, that when cluster
membership becomes stable (i.e, no more nodes join or leave the
cluster), (1) and (2) represent the convergence times after which
FNr and FPr become 0 for all nodes.
On the second radio, nodes hop through the available orthogonal
channels trying to establish a link with a node from a different cluster. For this component, QuickSilver’s approach is also completely
distributed, and the number of contention free links that can be established affects the total amount of data that can be transferred
over an inter-cluster connection. Solutions such as [3], in which
single-hop clusters are formed around a cluster coordinator, which
is also the only node entitled to inter-cluster communication on a
single channel, represent a lower bound for QuickSilver. Ideally,
an omniscient protocol with perfect knowledge of the position of
each node, can determine an optimal configuration that maximizes
the number of contention free links, but at a cost in terms of computation and control overhead that cannot be sustained in dynamic
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Figure 8: Comparison between QuickSilver and the optimal solution for a cluster
contact with different node density.

environments such as VANETs. We compared our distributed solution with these two extremes to evaluate its efficiency. It is important to note that QuickSilver is completely opportunistic and does
not require any overhead. For these evaluations, we implemented
the inter-cluster gateway management protocols in MATLAB.
To capture an interesting scenario, we focus on the number of
contention free channels found by QuickSilver, the single-channel
and the optimal approaches for a contact between two clusters traveling in opposite directions (see Figure 7). The clusters are both
1000 meters long, each composed of 30 nodes. The relative distance between a consecutive pair of nodes is modeled with a normal
distribution centered around 33 meters, the speed of both clusters
is 15m/s. For this evaluation, we used 5 orthogonal channels. At
t = 0s, only the edges of the two clusters overlap. In this configuration, there is only one pair of nodes in the reciprocal coverage
range, and the three algorithms tie, with only one link possible. As
the clusters keep moving and the overlapping region increases with
time, the gap between the optimal solution and the single channel
increases. Both solutions respect the bounds in Section 3.3. QuickSilver’s performance sits in between the two lines. QuickSilver
always takes advantage of the multiple orthogonal channels, performing in some cases as well as the optimal solution, and in no situation less than 70% of it. The sub-optimal performance of QuickSilver can be explained with two factors. First, of course, QuickSilver is a completely randomized solution, and does not have enough
information to try to compute the optimal configuration. Additionally, once a link is established, QuickSilver does not drop it until
the distance between the two nodes is larger than the radio coverage
range. This means that even when QuickSilver reaches a configuration close to the optimal, the continued mobility soon brings the
nodes to a different geographic distribution for which the current
channel assignment is not optimal anymore. The optimal approach
we compare against is computed for each instant, without trying to
preserve the existing links.
More orthogonal channels increase the possibility of having multiple concurrent links in the same collision domain. The number
of available orthogonal channels is defined by the different technologies and range from 3 for 802.11g to 16 or more for 802.11a
or 802.15.4. However, this is not the only factor that influences
the performance of QuickSilver. We studied the effect of channel assignment and node density by repeating the simulations for
the inter-cluster contacts with low, medium and high density clusters (i.e., nodes are spaced by 65, 50 and 33 meters respectively).
The ratio between the number of links established by QuickSilver
and by the optimal solution is shown in Figure 8 as a function of
the number of available channels. Interestingly, in the low density
scenarios, a larger number of channels improves QuickSilver’s per-

formance, from 84% of the optimal with two channels up to 95%
with 9 channels. For the high density scenario, QuickSilver’s performance does not keep up with the optimal scenario between 2 and
6 channels, where QuickSilver tendency to preserve existing links
causes a sub-optimal configuration, in which more nodes are available but cannot establish a link because they would cause interference with the existing ones. This is a measure of how close QuickSilver performs with respect to the optimal solutions, and does not
mean that the bandwidth achievable with six channels is less than
that achievable with two. The results simply show that the randomized approach is less close to optimal. When the number of available channels increases again, the larger number of options helps
QuickSilver to recover and approach again to the optimal solution.
Although QuickSilver always uses all but one available channels
for inter-cluster links, this result might suggest that better resource
allocation is possible if the system is aware of nodes’ density and
speed. The study of the possible benefits achievable with a more
complex resource management and the cost in terms of overhead to
achieve it in in our research agenda.
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CONCLUSION

The characteristics and requirements of applications in vehicular networks are unique and so need specifically designed protocols to unleash their potential. In this paper, we presented the
design of QuickSilver, a framework that leverages clustering and
data patterns typical of vehicular networks to enhance the quality of
communication. In particular, QuickSilver uses a lightweight distributed clustering protocol to integrate a traditional source routing
protocol for intra-cluster node-centric communication and the construction of a multi-channel link for contention-free inter-cluster
data-centric communication. The limited bandwidth and short contacts typical of VANETs call for a careful resource allocation between the two communication paradigms to prevent harmful contention and wasted resources.
The benefits of using QuickSilver come from the use of a common framework for an uncoordinated set of protocols. First, both
the inter-cluster and the intra-cluster benefit from the same cluster
detection mechanism and avoid redundant control overhead. Second, the framework can coordinate the utilization of the available
resources, preventing starvation or harmful competition. Finally,
the system can react to the network dynamics and coordinate its
various parts to maximize the service provided to the single node
and the whole cluster. For example, when a cluster contact happens, each node running QuickSilver makes local decisions but is
aware of its neighbors’ behavior to establish the largest possible
number of contention-free channels between the two clusters.
Although QuickSilver is able to create inter-cluster links between
two clusters , more research must be done in the networking component and the resource management. We are currently working
on an implementation of QuickSilver in our vehicular testbed. We
are also interested in investigating different distributed algorithms
to elect which nodes should act as gateways for the inter-cluster
communication, to maximize the data exchange during a cluster
contact.
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